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3D Semantic Occupancy Prediction
Predicting the complete 3D scene inside a certain fixed volume 
from camera, LiDAR or other inputs.
● Understand the 3D structure of a scene
● Determine which spaces are occupied or free
● Assign semantic labels to occupied areas



Benchmarks
● Occ3D & its variants

● OpenOccupancy



Limitations
Existing 3D semantic occupancy benchmarks in AD are limited by 
● Low resolution (up to [512×512×40] with 0.2m voxel size)
● Inaccurate annotations inherited from noise and errors in raw data

● Indirect predictions at 0.4m or lower, followed by post upsampling



Contribution
● nuCraft, a high-resolution 3D semantic occupancy dataset which offers 

8× resolution  and more precise annotations
● A general and robust data generation pipeline for creating high-quality 3D 

semantic occupancy GT from noisy data with no human effort

● VQ-Occ, a novel 3D occupancy prediction framework which decouples 
the encoding of occupancy GT and semantic occupancy prediction, 
achieving direct high-resolution prediction and SOTA performance



Creation of nuCraft
1. Static/Moving Parts Separation & Continuous Scenes Grouping
2. LiDAR Sequence Aggregation with Pose Estimation 
3. Voxel Densification with Semantic Mesh Reconstruction 
4. Occupancy GT Generation with necessary post-processing 



Dataset Quality Check
● Foreground: 3D Object Detection & Background: Drivable Area 

Segmentation

● Ablation



VQ-Occ: Vector Quantized Occupancy Prediction
● Occupancy GT Encoding: VQ-VAE efficiently encodes high-res occupancy 

GT into a compact latent  space, transforming 3D occ prediction into VQ 
feature simulation.

● VQ-Occ achieves better occupancy prediction performance, and achieves 
direct prediction of 3D semantic occupancy at high resolution (0.2 or 
finer) without post-upsampling



Results
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